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Abstract

Background Safeguarding in sport, defined as the prevention of abuse, harassment, and exploitation, has become a
core ethical responsibility for sport organizations. With the growing influence of artificial intelligence, large language
models are increasingly being used to interpret, summarize, and operationalize policy documents. However, their
reasoning fidelity in value-laden contexts such as athlete protection remains uncertain.

Methods This document-based comparative study evaluated two advanced large language models, ChatGPT
(OpenAl) and NotebookLM (Google), against twenty-five decision points derived from the 2024 International Olympic
Committee Consensus on Interpersonal Violence and Safeguarding in Sport. Responses were independently scored
by two evaluators across four dimensions: accuracy, ethical reasoning, applicability, and responsibility awareness.
Quantitative and qualitative analyses assessed concordance with I0C recommendations, inter-rater reliability,

and reasoning patterns. Structured PICO-style prompts were used to ensure standardized and comparable model
interrogation across all decision points.

Results ChatGPT achieved a higher mean composite score (3.84+0.41) than NotebookLM (3.32+0.77) (Wilcoxon
Z=341,p=0.001, r=0.68; n=25 paired decision points), with full concordance in 21/25 (84.0%) versus 14/25
(56.09%) decision points. Inter-rater agreement was excellent (Cohen'’s kappa =0.89). ChatGPT demonstrated stronger
procedural reasoning and clearer alignment with I0C-defined responsibilities, while NotebooklLM emphasized
empathy and cultural nuance. Both models underperformed in survivor-centred reasoning and outcome evaluation
metrics.

Conclusion LLMs can partially reproduce the ethical and procedural logic embedded in sport safeqguarding
frameworks, but their reasoning remains incomplete without human oversight. Their integration into governance,
education, and policy translation should follow clear ethical guardrails to prevent misinterpretation or amplification
of harm. These systems may support policy drafting, education, and communication, yet they should function
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strictly as augmentative tools rather than independent decision-makers. To our knowledge, this is the first study to
systematically benchmark LLM reasoning against an official international safeguarding framework in sport. Future
research should evaluate interactive and multilingual applications to enhance contextual accuracy and equitable

safeguarding outcomes.

Keywords Artificial intelligence, Large language models, Sports ethics, Violence, Prevention and control

Introduction

Safeguarding in sport, defined as the prevention of abuse,
harassment, and exploitation of athletes, has evolved
from a peripheral ethical concern into a foundational
element of global sport governance. Recent high-profile
cases of physical, psychological, and sexual abuse have
exposed significant structural gaps within sport organiza-
tions worldwide and prompted the International Olympic
Committee (IOC) to establish comprehensive safeguard-
ing frameworks. The 2024 International Olympic Com-
mittee Consensus Statement on Interpersonal Violence
and Safeguarding in Sport articulates a comprehensive
six-domain framework encompassing clear definitions,
institutional responsibility, reporting and confidential-
ity, education, protection of vulnerable populations, and
transparent disciplinary oversight to guide safe-sport
policy and practice [1]. Despite the proliferation of safe-
guarding frameworks, implementation of these principles
remains inconsistent across sport organisations, often
hindered by institutional inertia, limited training pro-
grammes, and varied policy interpretation [2].

Concurrently, artificial intelligence (AI) is rapidly
extending beyond efficiency gains into realms of ethical
reasoning, policy translation, and governance support.
Large language models (LLMs), which generate human-
like reasoning from textual input, have been proposed
as tools to bridge the divide between guideline text and
practical implementation [3, 4]. However, despite their
expanding capabilities, recent analyses caution that
LLMs may exhibit reasoning illusions or cognitive biases,
producing superficially plausible yet substantively flawed
arguments, particularly when applied to moral, contex-
tual, or institutional decision-making domains [5]. In
the context of sport safeguarding, where athlete welfare,
careers, and life outcomes are at stake, misalignment
between Al-based reasoning and human values carries a
real risk of replicating or amplifying the very harms that
safeguarding frameworks aim to prevent [6, 7].

Existing research on LLMs has predominantly
addressed their use in diagnostics, clinical education,
and knowledge summarisation tasks [8, 9]. To date, there
remains a conspicuous gap in the literature regarding
systematic comparisons of LLM reasoning with official
policy or ethical frameworks in sport, especially those
addressing interpersonal violence, power dynamics,
and institutional accountability. Moreover, no study to
date has examined whether LLMs can reliably interpret

safeguarding principles in a way that mirrors the proce-
dural, ethical, and organizational expectations outlined
by the IOC. This gap presents both a methodologi-
cal opportunity and an ethical imperative to evaluate
whether Al systems can align with athlete-protection
standards not merely as translators of text but as rea-
soning agents sensitive to governance and value-laden
domains.

Accordingly, this study aimed to evaluate the reasoning
fidelity of two advanced large language models, ChatGPT
(OpenAl) and NotebookLM (Google), against the 2024
I0C safeguarding framework. By comparing model out-
puts to twenty-five structured decision points derived
from the consensus statement, the research sought to
quantify their alignment with established ethical and
procedural standards. In addition to quantitative scoring,
the study examined qualitative reasoning patterns, model
consistency over time, and implications for educational
and governance applications. Specifically, we aimed to
quantify the alignment of two LLMs with IOC safeguard-
ing recommendations, to characterize their qualitative
reasoning patterns, and to explore practical implications
for governance and education in sport. The findings aim
to clarify not only the interpretive potential of current
LLMs but also their limitations as emerging tools in sport
policy and athlete protection.

Methods

Study design

This study was designed as a cross-sectional, document-
based comparative analysis evaluating the reasoning
fidelity of large language models (LLMs) against the IOC
Consensus on Interpersonal Violence and Safeguard-
ing in Sport (2024) [1]. The analysis aimed to quantify
the alignment between Al-generated reasoning and the
IOC'’s official recommendations across predefined deci-
sion points and thematic domains. The study compared
two large language models, ChatGPT (OpenAl) and
NotebookLM (Google), to evaluate their interpretive
accuracy, ethical reasoning, and contextual applicability
within the framework of safeguarding.

The final number of decision points (7 =25) was deter-
mined through thematic saturation during a systematic
review of the IOC consensus text, whereby additional
candidate statements did not yield new actionable con-
tent. These points collectively represent all actionable
recommendations using prescriptive language (“should,’
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“must,” “is required to”). This procedure ensured both
comprehensive coverage of IOC guidance and practical
manageability for structured LLM interrogation.

Source document and decision point identification

The full-text IOC consensus statement was systematically
reviewed by two independent researchers (MCB and
EU). From this document, twenty-five actionable recom-
mendations, referred to as decision points, were identi-
fied and categorized under six domains: definition and
scope, organizational responsibility, reporting and con-
fidentiality, education and awareness, protection of vul-
nerable groups, and disciplinary oversight and support.
Decision points were included if the IOC statement used
imperative or prescriptive language (e.g., should, must, is
required to) and if the recommendation could be opera-
tionalized in an applied sport context. Overlapping state-
ments were consolidated to avoid redundancy.

The 25 decision points were extracted either verbatim
or through direct paraphrase from the six-domain safe-
guarding framework defined in the 2024 IOC Consen-
sus Statement [1], which served as the primary reference
standard for operationalizing all evaluation items.

The extraction, verification, and consolidation pro-
cess was performed iteratively, and discrepancies were
resolved through discussion until full agreement was
reached to ensure conceptual accuracy and a full repre-
sentation of the IOC framework.

A complete list of all twenty-five decision points, their
corresponding IOC source sections, and the structured
prompts derived from them is presented in Supplemen-
tary Appendix 1, including the exact wording of each
decision point and its corresponding PICO-style prompt,
which also details the PICO-style prompts used for
model interrogation.

Language models and prompt generation
Two large language models were evaluated: ChatGPT-5
(OpenAl, accessed in October 2025) and NotebookLM
(Google, public release version powered by a Gemini-
family model, accessed in October 2025). Both models
were used in their default configuration without temper-
ature or sampling adjustments. ChatGPT-5 was accessed
through the publicly released interface, where the model
version is automatically displayed and recorded. Note-
bookLM does not publicly provide a precise model
version identifier, which represents a reproducibility
limitation. However, according to Google’s documen-
tation, the system operates on a Gemini-family model.
To address this limitation, all prompts, timestamps, and
usage conditions were fully documented to allow replica-
tion under comparable circumstances.

Each model was queried using structured, PICO-for-
matted prompts derived from the twenty-five decision
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points. For example, the recommendation “Every sports
organization should designate a safeguarding officer” was
converted into the prompt “According to international
safeguarding standards, who should be appointed to
oversee athlete protection within a sports organization?”

Prompts were phrased neutrally, without leading ter-
minology, and identical contextual information was pro-
vided to both models. All prompts were submitted within
a 48-hour window under standardized conditions (no
iterative feedback nor disclosure of the chain of thought).
Model version and timestamp data were recorded to
ensure reproducibility. Only the first complete response
generated by each model for each prompt was recorded
and analyzed, without iterative refinement or selection
among multiple alternative outputs.

Expert evaluation and scoring procedure
Each Al-generated response was independently evalu-
ated by two assessors (EK and MY) using a four-domain
rubric that measured accuracy, ethical reasoning, appli-
cability, and responsibility awareness, with a binary
scoring system (each domain scored as 0 or 1; no partial
points permitted; total score range: 0—4). Both evaluators
conducted their assessments independently and blinded.
Discrepancies were resolved through a consensus meet-
ing moderated by a third researcher (MYG) who had not
participated in the initial ratings. Responses were sub-
sequently categorized as full concordance (4/4), partial
concordance (2-3/4), or discordant (<1/4). Inter-rater
reliability was calculated using Cohen’s « statistic with
95% confidence intervals.

This structured multi-evaluator process ensured trans-
parency, minimized subjective bias, and strengthened the
reproducibility of the scoring approach.

Statistical analysis

Quantitative analyses were performed using Python
3.11 and IBM SPSS Statistics 29. Descriptive statistics
(mean + SD) were computed for composite scores. Paired
comparisons were assessed with the Wilcoxon signed-
rank test, categorical comparisons with McNemar’s test,
and bootstrap confidence intervals (1,000 iterations) were
generated for all nonparametric metrics. Effect sizes for
Wilcoxon signed-rank tests were calculated using r=2 /
VN, where N represents the number of paired observa-
tions. Statistical significance was accepted at p < 0.05.

Qualitative thematic analysis

A qualitative thematic analysis was conducted to iden-
tify reasoning patterns beyond numerical scoring. Al
responses were coded inductively to reveal recurring
interpretive features, such as procedural logic, contextual
empathy, and overgeneralization. Coding was performed
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at the sentence level, treating each discrete statement
within a model output as a unit of meaning.

A preliminary codebook was collaboratively devel-
oped and refined by the two evaluators (ET and EK), and
inter-coder reliability was assessed on a random 20% sub-
sample. The final thematic structure was reviewed by a
third author (EU) for conceptual validity. Representative
excerpts and the aggregated rubric-dimension heatmap
are shown in Fig. 2.

This multi-step coding workflow ensured both analyti-
cal rigor and conceptual coherence, reflecting best prac-
tices in qualitative evaluation.

Ethical considerations

This research relied exclusively on publicly accessible
guideline materials and Al-generated textual outputs
that contained no human participant data or identifiable
information. Consequently, formal Institutional Review
Board approval was not required. All procedures were
conducted in accordance with principles of transparency,
reproducibility, and integrity consistent with secondary
data research. The integration of Al-generated content
followed the recommendations of the International Com-
mittee of Medical Journal Editors (ICMJE) and the Com-
mittee on Publication Ethics (COPE), with all analyses,
interpretations, and final conclusions independently veri-
fied and authored by the investigators.

Results

Overall findings

A total of twenty-five decision points were extracted
from the IOC Consensus on Interpersonal Violence and
Safeguarding in Sport (2024), representing actionable
recommendations across six safeguarding domains. Each
item was evaluated for alignment with IOC recommen-
dations using a four-domain rubric (accuracy, ethical

Table 1 Overall performance of ChatGPT and NotebookLM
across safeguarding decision points (n=25 paired decision

points)
Metric ChatGPT  NotebookLM  Statisti-
cal Test
Mean composite score 384+041 332+0.77 Wilcoxon
(+SD) =341,
p=0001
Full concordance (n, %) 21(84.0%) 14 (56.0%) —
Partial concordance (n, %) 3(12.0%) 8 (32.0%) —
Discordant (n, %) 1 (4.0%) 3(12.0%) —
Cohen’s k (95% Cl) 0.89 — —
(0.83-0.94)

This table summarizes the quantitative comparison of the two language
models, evaluated by two independent assessors (EK and MY) under the
supervision of the principal investigator (MYG). Composite scores, concordance
levels, and inter-rater reliability values reflect the models’ alignment with
10C safeguarding recommendations. ChatGPT demonstrated higher overall
concordance and more consistent procedural reasoning, while NotebookLM
showed greater variability across items
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reasoning, applicability, responsibility awareness). This
process generated a total of fifty Al outputs (25 prompts
x 2 models) for comparative scoring.

Reliability and general concordance

Inter-rater agreement between evaluators was excellent,
with a Cohen’s kappa of 0.89 (95% CI 0.83-0.94). Reli-
ability was highest for accuracy (k=0.93) and lowest,
though still substantial, for ethical reasoning (k=0.82).
ChatGPT achieved a mean composite score of 3.84+0.41
and NotebookLM 3.32+0.77. Full concordance with
I0C recommendations was recorded in 21 of 25 (84.0%)
ChatGPT outputs and 14 of 25 (56.0%) NotebookLM
outputs. Partial concordance occurred in 3 (12.0%) and 8
(32.0%) items, respectively, whereas discordant reasoning
appeared in 1 (4.0%) and 3 (12.0%) instances.

The Wilcoxon signed-rank test showed a significant
difference between the models (Z=3.41, p=0.001), with
a large effect size (r=0.68), based on 25 paired decision
points (n=25), indicating that ChatGPT consistently
aligns more closely with the IOC framework than Note-
bookLM. Quantitative results are summarized in Table 1,
and domain-level differences in full concordance are
illustrated in Fig. 1.

Performance across safeguarding domains

When examined thematically, both models accurately
defined interpersonal violence, harassment, and abuse,
with ChatGPT consistently highlighting power imbal-
ance as the core risk factor. In terms of organizational
responsibility, ChatGPT listed the necessary policy
components—written code, independent oversight, and
annual review—while NotebookLM sometimes proposed
speculative items, such as Al-based monitoring tools not
described in the IOC text.

The largest discrepancy emerged within reporting and
confidentiality: ChatGPT mirrored the IOC’s expectation
that all adults share a mandatory duty to report, whereas
NotebookLM confined the obligation to “authorized
staff; underrepresenting collective responsibility. Both
models were equally precise in education and aware-
ness, reproducing IOC recommendations on annual safe-
guarding training and trauma-informed instruction.

For vulnerable populations, ChatGPT emphasized
supervision ratios, accessibility, and complaint chan-
nels, whereas NotebookLM concentrated on inclusivity
and cultural awareness but provided fewer operational
details. Within disciplinary and support processes,
ChatGPT outlined transparent investigation and appeal
procedures, while NotebookLM discussed broader,
community-level rehabilitation measures that extended
beyond the IOC framework. Detailed domain-specific
concordance distributions are provided in Table 2,



Gokmen et al. BMC Sports Science, Medicine and Rehabilitation

100

80

60

40

Full Concordance (%)

20

(2026) 18:106

Page 5 of 9

B ChatGPT
B NotebookLM

Fig. 1 Domain-level full concordance rates across safeguarding domains (n=25 paired decision points). (This figure illustrates the proportion of decision
points within each safeguarding domain that achieved full concordance with I0C guidance. Domain classification was conducted by MCB and EU, and
scoring was performed by EK and MY. ChatGPT met complete alignment more frequently in organizational responsibility, reporting duties, and disciplin-
ary processes. NotebookLM showed similar performance in definition and education domains but lower concordance in confidentiality and support

processes.)

Table 2 Domain-level distribution of concordance with 10C
safeguarding principles (n= 25 paired decision points)

Domain n  ChatGPT (Full NotebookLM
/ Partial / (Full / Partial
Discordant) / Discordant)
Definition & Scope 4 4/0/0 4/0/0
Organizational Responsibility 4 3/1/0 2/1/1
Reporting & Confidentiality 4 3/1/0 1/2/1
Education & Awareness 4 4/0/0 4/0/0
Protection of Vulnerable Groups 4 3/1/0 2/2/0
Disciplinary Oversight & Support 5 4/1/0 3/1/1
Total (25) - 21/3/1 14/8/3

This table presents the distribution of full, partial and discordant alignment
scores for each safeguarding domain. Decision point extraction and domain
classification were conducted by MCB and EU, and scoring was performed by
EK and MY. ChatGPT performed better on reporting duties and disciplinary
processes, whereas NotebookLM provided more varied responses, particularly
in the domains of organizational responsibility and confidentiality

rubric-dimension patterns across decision points are
visualized in Fig. 2.

Qualitative patterns of reasoning

The narrative analysis of all fifty (two Al models x 25
decision points) Al-generated texts revealed distinct
interpretive profiles. ChatGPT’s responses were rule-
governed and hierarchically structured, closely reflecting
the organization of the IOC document and maintaining

procedural discipline. NotebookLM produced socially
reflective narratives enriched with empathy, cultural
nuance, and preventative context but occasionally at the
expense of precision.

Neither model adequately addressed the IOC’s empha-
sis on performance indicators for safeguarding evalua-
tion, often describing what actions should occur rather
than how their effectiveness should be measured.

A subset of five items was repeated two weeks later to
test temporal stability. Semantic similarity averaged 94%
for ChatGPT and 81% for NotebookLM, as measured
using cosine similarity on sentence embeddings, suggest-
ing higher reproducibility and temporal consistency in
ChatGPT’s outputs.

Integrated interpretation

Both models demonstrated a coherent grasp of safe-
guarding principles and produced ethically consistent
reasoning. ChatGPT demonstrated a more disciplined,
evidence-oriented logic structure, while NotebookLM
produced broader, contextually richer explanations.
According to expert evaluators, ChatGPT’s procedural
clarity and alignment with normative standards rendered
its responses more practical for educational and policy
applications. Conversely, NotebookLM’s socially attuned
framing reflected greater sensitivity to ethical nuance,
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Fig. 2 Heatmap of rubric-dimension scores for ChatGPT and NotebooklL M across safeguarding decision points (n =25 paired decision points). (This heat-
map displays the rubric-dimension scores assigned to ChatGPT and NotebookLM for each of the twenty-five decision points. Scores range from 0 to 1 for
accuracy, ethical reasoning, applicability, and responsibility awareness. Darker cells indicate higher alignment with I0C safeguarding expectations. The left
four columns represent ChatGPT scores, and the right four columns represent NotebookLM scores. The matrix highlights stronger procedural consistency

in ChatGPT and greater variability in NotebookLM.)

suggesting potential utility in awareness and advocacy
contexts.

Collectively, these findings indicate that large language
models can transform complex safeguarding frameworks
into structured, interpretable reasoning. However, the
observed gaps in ethical depth, operational specificity,
and reproducibility underscore the need for continuous
human oversight to preserve factual accuracy, contextual
integrity, and ethical accountability within athlete-pro-
tection systems.

Discussion

This study systematically evaluated how large language
models interpret and reason through the ethical and
procedural dimensions of sport safeguarding, as defined
by the 2024 IOC Consensus on Interpersonal Violence
and Safeguarding in Sport. The analysis demonstrated
that ChatGPT achieved higher composite scores and
stronger concordance with IOC recommendations than
NotebookLM, particularly in the domains of definition,
education, and reporting. Given that the IOC consen-
sus serves as the current global benchmark for athlete
protection, alignment with its principles is a meaning-
ful indicator of decision quality in sport governance
contexts.

Despite these relative strengths, both models showed
notable reasoning deficiencies. Responses frequently
followed procedural logic while lacking deeper ethical
reflection, including trauma-informed and survivor-
centred perspectives emphasized by the IOC statement.
This gap mirrors broader concerns in Al ethics that lan-
guage models can produce coherent text without genuine
moral reasoning, which is problematic in safeguarding,
where value-laden judgment is essential. Such patterns
are consistent with emerging evidence that LLMs may
approximate normative reasoning without fully capturing
contextual nuance or the relational dynamics of vulner-
ability [10, 11]. From an ethical and technical perspec-
tive, the limited survivor-centred and trauma-informed
reasoning observed in both models can be partly attrib-
uted to the way large language models are trained and
optimized. Contemporary LLMs are optimized to gener-
ate fluent, policy-aligned outputs by learning statistical
regularities from large text corpora, which may favour
procedural and normative framing over experience-near
accounts of harm [12, 13]. Trauma-informed reason-
ing requires sensitivity to power asymmetries, histori-
cal dynamics of abuse, and the subjective experience of

harm, which may be only indirectly captured in training
data and not consistently emphasized during optimiza-
tion. Consequently, LLMs may accurately restate for-
mal safeguarding obligations while struggling to engage
with the ethical depth and survivor-centred emphasis
that underpin trauma-informed safeguarding frame-
works. This reinforces the need for human oversight and
trauma-informed expertise when LLM outputs are used
in safeguarding-related education, policy translation, or
decision support.

Qualitative comparisons further revealed divergent
interpretive patterns. ChatGPT more often contextual-
ized recommendations within organizational responsibil-
ity and procedural transparency, whereas NotebookLM
tended to produce generic statements that were less
operationally specific. These differences align with pre-
vious evidence indicating that model-specific training
data and reinforcement processes have a direct influence
on reasoning quality. This effect is also visible in sport-
related applications, where institutional context plays an
important role [14, 15]. The contrast between structurally
oriented and socially oriented reasoning styles also mir-
rors distinct model architectures and training datasets
reported in recent Al-governance analyses [16].

These findings also have practical implications for
sports organizations. Models with higher procedural
accuracy, such as ChatGPT, may assist in generating or
harmonizing safeguarding manuals, drafting reporting
protocols, and supporting multilingual dissemination
of key policies. NotebookLM’s socially oriented reason-
ing style may be helpful for athlete education and aware-
ness campaigns, where contextual sensitivity matters. In
all cases, LLMs should be used to support, not replace,
trained safeguarding officers, ensuring that human ethi-
cal judgment remains central in all athlete-protection
processes. For example, a national federation might use
an LLM to generate a first draft of a multilingual safe-
guarding handbook, which is then reviewed, adapted,
and formally approved by human safeguarding officers.

From an applied sport perspective, our findings sup-
port a complementary rather than substitutive role for
LLMs. In practice, models could assist in summariz-
ing safeguarding guidance, drafting educational materi-
als, and supporting multilingual dissemination across
federations. Recent sports-science research highlights
both the opportunities and the governance challenges
of Al deployment, particularly regarding transparency,
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workforce adaptation, and accountability within sports
organizations [17, 18].

At the same time, sport policy research warns that Al
introduced for event security and monitoring can reca-
librate power relations and amplify surveillance logics if
not bounded by robust safeguards and oversight. Analy-
ses of the Paris 2024 Games illustrate how algorithmic
surveillance raises enduring questions about legality,
proportionality, transparency, and the rights of athletes
and spectators, all of which are integral to safeguarding
ecosystems [19]. These concerns echo broader AI-policy
debates that emphasise the need for responsible innova-
tion, algorithmic auditability, and the prevention of harm
amplification in vulnerable populations [20, 21].

Strengths of this study include a transparent and repro-
ducible methodology, as well as dual expert evaluation
against an authoritative IOC framework. Limitations
include a focus on English-language models, the evalu-
ation of static outputs rather than interactive dialogue,
and potential subjectivity in rater evaluations despite the
use of a structured rubric. Future work should test mul-
tilingual models, incorporate conversational evaluation,
and triangulate across additional model families to build
a sport-specific benchmark for ethical reasoning and pol-
icy concordance.

From a governance perspective, integrating LLMs into
sport safeguarding practice should focus on augmen-
tation rather than substitution. ChatGPT-like systems
could assist federations in developing multilingual safe-
guarding manuals, automating initial report triage, or
generating educational content tailored to regional con-
texts. Conversely, any deployment must include strict
human review, transparency on Al limitations, and
independent oversight to prevent ethical drift. Establish-
ing benchmark datasets similar to the framework of this
study may support the standardized evaluation of Al eth-
ical reasoning within sports policy ecosystems.

Limitations

Several limitations should be acknowledged. First, the
analysis was restricted to twenty-five English-language
decision points, which may not capture all regional or
linguistic nuances of safeguarding implementation. Sec-
ond, both LLMs produce stochastic outputs; therefore,
single-response evaluation may not reflect the full range
of possible variability. Third, although inter-rater agree-
ment was high (Cohen’s k =0.89), qualitative coding may
still involve some degree of interpretive subjectivity.
Fourth, the structured prompts used in this study reflect
IOC-prescribed safeguarding language and may not rep-
resent the full conceptual breadth of athlete-protection
frameworks used by other international federations.
Fifth, the study assessed static outputs rather than inter-
active dialogues that might allow clarification or adaptive
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reasoning. Finally, NotebookLM does not publicly dis-
close a specific model version identifier, which limits pre-
cise reproducibility; however, all prompts, timestamps,
and usage conditions are fully documented to support
replication under comparable conditions. This limitation
also affects longitudinal comparability, as undocumented
model updates may alter response characteristics over
time even when identical prompts are used. Accordingly,
replications should report the access date and, where fea-
sible, archive the complete set of model outputs to enable
transparent comparison across model iterations.

Despite these constraints, the comparative structure,
dual-evaluator design, and transparent documentation of
all procedures provide strong methodological rigor. The
study’s conclusions, therefore, remain robust and offer
meaningful insight into how current LLMs interpret safe-
guarding principles within sport governance.

Conclusions
This study demonstrates that large language models
can partially reproduce the ethical and procedural logic
embedded in the IOC safeguarding framework, but their
reasoning remains incomplete without human over-
sight. ChatGPT showed stronger alignment with core
safeguarding principles than NotebookLM, particularly
in areas requiring procedural clarity and organizational
responsibility. However, both models fell short in sur-
vivor-centred and trauma-informed reasoning, which
highlights the continued need for expert involvement.
LLMs may therefore serve as useful tools for draft-
ing policies, supporting education, and improving the
consistency of safeguarding communication, but they
should function strictly as augmentative systems rather
than independent decision-makers. Their purpose is to
enhance, not replace, established safeguarding struc-
tures and the professional judgment of trained officers.
Ultimately, the safe integration of Al in sport governance
depends on transparent model use, independent over-
sight, and the preservation of human ethical judgment
at every stage of athlete protection. As Al technologies
continue to evolve, ongoing evaluation and standardized
benchmarks similar to those employed in this study will
be essential to ensure that LLM-based tools contribute
responsibly and effectively to athlete welfare.
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